
www.xlntconsulting.com   © 2013 Tom Breur 1 

  
 
Tom’s Ten Data Tips – January 2013  
 
Data virtualization 
Data virtualization is one of the latest trends that has widely caught on 
in business intelligence. Besides presenting data marts as views 
(virtual data marts), data virtualization extends to encompass 
heterogeneous sources that are only virtually integrated and presented 
to end-users as if these sources were unified.  
 
Some “Big Data” are fickle and transient, like social media, mobile 
data, etc. Providing real-time access to such sources that don’t have 
the same longevity as traditional data warehouse sources (ERP, CRM, 
etc.) enables you to reap business benefits immediately while you 
(empirically) determine which data elements you might want to store 
persistently.  
 
 
1. The Tide Is Coming In 
Data virtualization is a functional response to growing demand in the 
business for data that is not (yet) managed in the (a) data warehouse. 
It’s also a response to a growing need to deliver data with (much) 
lower latency and enable (near) real-time decision-making. Both of 
these trends have been swelling, and neither is likely to fade any time 
soon. The number and variety of sources we have to manage is 
proliferating. The expectation about timeliness of data is growing. So 
you’re facing more sources, that are less stable, and demands of lower 
latency of data delivery – all at the same time. 
 
Given that volumes of data are exploding, it no longer makes sense to 
physically copy them all. Virtualization can streamline data delivery, 
and add value through agile modeling to help close the semantic gap 
between raw source data and end-user information needs.  
 
Because “Operational BI” has taken such a big flight, the combination 
of “real-time” data (technically mostly not real-time, but low latency) 
together with analytically derived data is increasingly used in support 
of decision-making. When marketing indicates a customer is “high 
value” (an analytical data element), customer contact staff should first 
of all know this, and then adjust policies and treatment accordingly 
when this person calls (real-time data).  
 

“turning data into dollars” 
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2. Data Virtualization Supports Business Agility 
“Agility” is a contemporary buzzword that can mean many things. In 
the context of data virtualization it refers to decision agility, time-to-
solution agility, and resource agility (Davis & Eve, 2011). In order to 
adapt to changing conditions, businesses need timely and complete 
information. Data virtualization can help bring disparate data source 
together faster, without a need to physically integrate (or copy) these.  
 
When a business decides to launch a new IT system, or implement a 
new business process, it is essential that tools and information in 
support of decision-making become quickly available (time-to-solution 
agility). Often interface specifications aren’t available simply because 
the new system hasn’t been designed, yet. “Traditional” sequential 
development processes would further delay data delivery. Resource 
agility refers to the ubiquitous drive for “more-for-less” in IT.  
 
Data integration projects have traditionally usurped 60-90% of data 
warehouse project resources, and form the most risky part of such 
projects. Being able to “test the waters” sooner. This not only 
mitigates risk, but also provides value to end-users sooner. In all 
these cases data virtualization provides technical means to be more 
responsive to change, and therefore enhances business agility.  
 
 
3. Performance Is Built Into The Genes Of Virtualization 
Servers 
One of the recurring considerations with applications for data 
virtualization is performance. Will a solution that depends on (large 
scale) data transfer in real-time over a network provide acceptable 
performance? This is a valid concern, and something that obviously 
needs to be addressed. 
 
The current generation of data virtualization tools all sprang from early 
research into query optimization. So “performance”, or latency of 
result sets (query outputs), is something that has been a concern 
since the early 2000’s for all of the current vendors in this product 
space. This is an important decision criterion when comparing 
solutions, one that will rarely be overlooked. 
 
 
4. Data Virtualization Helps Decouple BI From Source Systems 
Largely due to storage costs, wholesale copying of data becomes 
prohibitively expensive. This trend has triggered BI solutions that are 
embedded in the operational source system. With “Big Data” 
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applications, Analytics and Operations are even more intricately 
interwoven. 
 
At the same time, from an architecture point of view, it still makes (a 
lot of) sense to decouple source systems and business intelligence. 
You don’t want to tinker with source systems, and you also don’t want 
to impose any additional constraints (most often you’re not allowed to, 
anyway). Their availability and performance should in no way be 
hampered by BI needs. Data virtualization can play a pivotal role in 
decoupling source applications from your analytics environment, which 
provides further testimony to its success and adoption. 
 
 
5. Data Virtualization Enables Meta Data Sharing 
Availability of meta data for BI is a concern in almost every 
organization. Somehow, maintenance (and distribution) of meta data 
is all too often deferred to the proverbial friday-afternoon-job. And 
then of course it (still) doesn’t get done… 
 
Although this is not a primary objective in and of itself, installing a 
data virtualization server greatly contributes to the common meta data 
cause. A data virtualization layer works by gaining access to meta data 
across all connected source systems. Because this is a prerequisite, 
the currently best interpretation of these meta data must now be 
recorded in the process of launching the virtualization layer. Providing 
access to these meta data is “automatically” included upon 
deployment. And because meta data play such a crucial role in 
operating a data virtualization server, they are typically well 
represented. This holds in particular for the technical (as opposed to 
business) meta data. 
 
However, once you’ve deployed these data, questions about validity 
are likely to arise. Investigating them might trigger some tweaking 
and improvement, which sets a continuous cycle of improvement in 
motion. This will drive forward tacit knowledge of business meta data, 
too. In this sense, a key function of a data virtualization server is to 
align all meta data with findings from end-users after deploying the 
solution. 
 
 
6. Data Virtualization Hides (Unnecessary) Complexity 
A data virtualization layer offers heterogeneous sources to end-users 
as if these were integrated. Data then also appear in a common 
format, using a single language, even equipped with a central meta 
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data repository (see also tip# 5). In doing so, it masks the substantial 
connecting and translating efforts that go on in the background. As 
important as all this work is, it’s purely non-value added (from a 
business perspective), and really should not distract knowledge 
workers from the tasks they’re aiming to accomplish. 
 
 
7. Data Virtualization Is “Perfectly” Suited For Iterative 
Development 
Agile and/or iterative methods go well together with virtual access 
(“Views”) to data. When data access is deployed, and you find out 
you’d like to change something, no (new) data needs to be moved. All 
this takes is changing code in the view, deploying this, and 
immediately the new version of the data becomes available. Physically 
copying or moving data can sometimes take considerable processing 
time. In the worst scenario, it might not be feasible (because of 
resource conflicts) to schedule this on short notice. By comparison, 
changing a database view is quick and agile, and can be put into 
production as soon as your release processes allow. The ability to 
deliver new and revised solutions faster than traditional warehouse 
approaches (copy/move) would allow, significantly contributes to 
solution agility. 
 
 
8. Data Virtualization Enables “Democratic” Conforming Of 
Dimensions 
One of the powerful features of deploying star schemas through a data 
virtualization layer is the extreme agility this offers when conforming 
dimensions. One of the problems in a Kimball architecture is that 
developers need to commit (too) early how they conform dimensions 
(and which attributes to include). When two (or more) business 
processes –each with their own fact tables– could share a dimension, 
they may not yet have converged on exactly the same definition for 
this common dimension. And prior to deploying the star schema, end-
users have extremely limited access to data so that they can assess 
the impact of changing the definition of this particular dimension. 
Getting to that conformed dimension should (ideally) be an informed, 
democratic process. You need (lots of) data for that! 
 
For big (in terms of storage, I/O, or CPU’s) fact tables, reassigning 
surrogate keys for multiple renditions of a to-be conformed dimension 
can become quite expensive. However, using a virtual rendition of this 
same star schema, reassigning all those surrogate keys is relatively 
straightforward, and inexpensive. That way, all stakeholders can 
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gather the data they want to look at before settling on a mutually 
agreeable definition for the entity they want to conform. 
 
 
9. Data Virtualization Extends (Far) Beyond Business 
Intelligence And Data Warehousing 
Although data virtualization at first glance seems to pertain to data 
warehousing and/or business intelligence, the overwhelming majority 
of (potential) applications reside outside of BI. Whenever data need to 
be brought together, data virtualization is an option to consider. That 
means middleware and Service Oriented Architectures can choose 
between physically moving data and connecting through virtualization. 
The latter provides many benefits like centralized meta data (see also 
tip# 5), hiding unnecessary complexity (tip# 6), and enhancing agility 
(tip# 3). As all of these possible applications of data virtualization gain 
acceptance, and maturity of products continues to develop, their 
application will spread even further. 
 
 
10. Data Virtualization Helps Companies See “The Big Picture” 
Business intelligence used to be called “Decisions Support” which 
seems as good a description as any for activities in this field. Making a 
(sound) decision begins with seeing the big picture. More than 
anything else, Data Virtualization supports the goals of bringing 
“together” (albeit virtually) more data silos (sources) and creating the 
big picture. 
 
Sometimes additional sources are located within the business, and 
sometimes they come from outside. Besides traditional structured 
sources, unstructured (or semi-structured) sources can be brought 
into the decision making process as well. Easy, unified access to a 
wide (heterogeneous) variety of sources is a core strength of data 
virtualization. It provides maximum support for corporate decision-
making, grounded in a holistic view on available data. 
 
 


