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Tom’s Ten Data Tips – September 2012 
 
Data science 
Data science is a newly coined term that is commonly used in 
conjunction with “Big Data.” DJ Patil and Jeff Hammerbacher allegedly 
introduced the term data scientist in 2009. A data scientist has a 
rather unique set of skills that spring forth (mostly) out of computer 
science and statistics. They combine quantitative experience in a 
research setting with know-how on how to manipulate and process 
large data sets. Industry analysts have labeled “data scientists” the 
job role of the future.  
 
 
1. Data Science Is ‘Sexy’ Analytics 
Although the business world may be changing rapidly, and proliferation 
of data sources genuinely has an impact on work, “data science” really 
isn’t much more than a sexy and cool term to describe what 
“(business) analytics” always was. A solid grounding in statistics was 
always needed (for analytics and for data science), but who in his right 
mind would apply for a job as a statistician these days, anyway, when 
you could also be a data scientist?? Maybe the fact that Hal Varian 
coined statisticians “the sexiest job in the next decade” could help.  
 
So although the type of work that gets done has changed, and indeed 
is affected by recent developments in technology and availability of 
new data sources, it all ‘still’ boils down to creating compelling 
evidence from data. We just have much, much more data, and a wider 
variety of it. Because of the pace of change (see also tip# 2), data 
scientists are more likely to be performing the whole gamut of data 
related tasks themselves. By rebranding this new discipline as “data 
science”, you cannot disguise that it’s an amalgam of existing fields 
that did a poor job of marketing and PR. But that’s just my opinion, of 
course. 
 
 
2. The Gap Between Source And Analytical Systems Is Closing 
(And Sometimes Even Disappearing) 
As systems become bigger and bigger, and the volume of data keeps 
growing, the cost of wholesale copy and moving of all these data (e.g.: 
‘traditional’ data warehousing) keeps increasing. Consequently, in 
settings with very large volumes of data, often reporting is done 

“turning data into dollars” 
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directly on “live” operational data (or through virtualized views). There 
are pros and cons associated with such choices. 
 
For a number of (mainly technical) reasons it is advantageous to 
decouple operational data from reporting data. The operational data 
are the heart and soul of your primary process. You want to avoid 
interfering with any databases or servers on which these data reside, 
because that would jeopardize your (primary) value creating process. 
Balancing these risks with the costs and delays of moving data is an 
acute consideration in businesses with high volumes of data (“Big 
Data”). 
 
 
3. Grow Both Technical And Quantitative Skills 
Data sources are proliferating and their life cycles are shortening. 
Nowadays, we don’t just work with transactional and customer data. A 
whole slew of new sources are becoming available, and are 
(potentially) valuable sources of information. RFID, GPS, sensor data, 
unstructured and semi-structured data, etc. 
 
The time lag between source system development and analytic 
application is shrinking (see also tip# 2). Business can’t wait. 
Therefore, it becomes even more important for data scientists to be 
adept at manipulating source system data themselves. These technical 
skills “merely” serve to get quick access to the raw materials required 
for analysis (both data and metadata). Sometimes you simply don’t 
want to wait for an IT commissioned BI system to become available. 
At the same time, having less “clean” and not very conveniently 
structured input data implies that data scientists will increasingly be 
implementing advanced algorithms themselves in very dynamic 
settings instead of relying on user-friendly GUI driven analysis tools. 
Instead of moving the data to the analytics (tool), you need to move 
analytics to the data. To get results quickly, you’re obliged to do some 
of this heavy lifting yourself! 
 
 
4. NoSQL Has Become A Viable Alternative 
For the last few decades, business intelligence has relied uniquely on 
SQL (Structured Query Language) solutions. That dominance is 
starting to fade with the rise of NoSQL (short for Not only SQL) 
solutions. Data scientists need to be familiar with this new breed of 
(rather diverse) platforms that are mostly used in “Big Data” settings.  
 



www.xlntconsulting.com   © 2012 Tom Breur 3 

Examples of NoSQL platforms are Hadoop, Cassandra, Big Table, 
MongoDB, to name just a few. They have in common that almost all 
NoSQL platforms are open source projects. Several of these have 
matured to the point where they are viable (and cost effective) 
alternatives to the mainstream vendor products. In particular the 
reliance on low-cost and very scalable commodity hardware makes 
NoSQL an interesting option to consider. 
 
Since these solutions will be more attractive to businesses with (very) 
high volumes of data, such platforms are quite relevant to data 
scientists. 
 
 
5. Scalability Plays A Pivotal Role In Data Scientists’ 
Effectiveness 
Data on a global level is growing in volume at an astounding rate, 
even exceeding Moore’s Law. Combine this with a growing diversity in 
data source types, and pressure to shrink the time lag between 
availability of data and analysis, and it becomes clear that data 
scientists of the future must also be adept programmers. User-friendly 
graphic interfaces are great to have, but the fact of the matter is that 
point and click solutions simply don’t scale sufficiently to keep up.  
 
Data visualization solutions that can (automatically) give insight in 
remarkable patterns need to support data scientists, but by 
themselves are insufficient to get the job done. Indeed, we need 
insight, and data scientists play a pivotal role in getting significant 
business facts across to relevant stakeholders. These needs effectively 
tap into math & statistics skills, substantive domain knowledge, but 
also “hacking skills” to rapidly build and deploy software code in 
support of these roles. 
 
 
6. A Data Scientist’s Most Important Work Is Sociological, Not 
Technological 
The burgeoning field of data science is rife with buzzwords, acronyms, 
and jargon. You would almost start to think that unless you can 
program in Java, and run your own Hadoop cluster, you can’t “really” 
be a data scientist. Nothing could be further from the truth. Yes, 
technology does play an important role, but only as an enabler. The 
“really” important work of data scientists is ‘connecting’ to business 
people, understanding their needs, the strategy of the business, and 
creatively finding ways to leverage data in support of those business 
goals.  
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Being effective as a data scientist requires technical skills as a 
prerequisite, in order to have a sociological impact on corporate 
folklore. Business stakeholders need to ‘see’ reality differently, 
because they have gained real insight. They need to be inspired by 
intriguing business facts that renew their model of the world, or what 
Peter Drucker has called their “theory of the business.” None of those 
hinge on statistical expertise, but rather on influencing skills to sway 
decision makers. 
 
 
7. Machine Learning And Data Mining Are The Bread And Butter 
Of Data Scientists 
Data science revolves around intricate interaction(s) between humans 
and computers. In the face of plummeting hardware prices, data 
storage is exploding, and opportunities abound to utilize all these data. 
Machine Learning and Data Mining algorithms use computer power to 
sift through (very) large volumes of data in order to find actionable 
patterns. 
 
These patterns that emerge still need to be validated for authenticity 
and applicability in a corporate setting. That is when the “human” 
interface has a chance to shine (see also tip# 6). Findings from 
computer algorithms should be treated as hypotheses rather than 
facts. All too often, spurious patterns can be attributed to technical or 
procedural artifacts: if a front-end system defaults to “Male” when no 
entry is done, expect to see a disproportionate of Males. Of course you 
need to be cautious to draw inferences from this. Still, that information 
can be useful to know, if only to get a ballpark figure for the number of 
occurrences when gender is unknown, etc. Just don’t claim it to 
accurately represent reality.  
 
By employing Machine Learning and Data Mining algorithms, data 
scientists can leverage both large volumes of data as well as abundant 
computing power, key “Big Data” assets. 
 
 
8. Today’s “Big Data” Will Be Tomorrow’s Mainstream 
Data science and “Big Data” are closely related. But how big is “Big”? 
Nobody really knows, and as storage capacity grows and computers 
become ever more powerful, the concept of “big” is relative, of course. 
A pragmatic definition says that data are “Big Data” when the size of 
the dataset is a significant part of the problem. That way, at least the 
definition of “big” can grow along with contemporary technology. 
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In some industries, like astronomy, telecoms, the oil industry, 
meteorologists, and others, abundant data have always been 
available. Currently, the prices of storage have come down to the point 
where business cases are becoming feasible to store and analyze ever 
more available data.  
 
 
9. Data Science Is Not About Finding Data, It’s About Figuring 
Out What To Do With Them 
Data science is rife with technology and hype about data volumes and 
the proliferation of (potential) data sources. Inspiration is indeed 
important to be constantly thinking about new ways to use existing (or 
new) data sources, and data collection methods. It is said that 1 Gb of 
collected data can generate 1 Tb (a 1000-fold increase) of derived 
data. Take for example medical researchers who investigated 
“recreational” drug usage across Europe. They combined “traditional” 
survey data with analysis of sewage water in a number of large 
European cities to corroborate their findings (drugs leave small but 
traceable residue in sewage systems). Or “traditional” traffic 
researchers who combine their movement data with GPS data from 
cell-phone users (in geographical areas where cell-phone usage is 
ubiquitous). Etc. 
 
There are always more and more sources to consider, but data science 
isn’t “science” in the traditional sense. It isn’t academics, data science 
is serious business! That implies bottom-line results are the name of 
the game, and analytics are an expense that needs to be offset by 
ample profits to justify any investments there. This can be challenging 
to manage because data science is a lot like Research & Development: 
two-thirds of efforts will probably not lead anywhere and go to waste. 
The remaining (and unpredictable) one-third contains the “golden 
nuggets” that make it all worthwhile. These insights need to be 
transformed into actionable plans that drive revenue growth (or cost 
savings) commensurate to expenses and risks incurred. 
 
 
10. It Will Never Be Possible To Replace Data Scientists With 
Tools 
Demand for data scientists hugely outstrips availability in the 
marketplace. McKinsey indentified a need for data scientists in the US 
alone of about 190.000. So ‘naturally’ the question rises: isn’t there a 
way we could use tools or automation to replace some of this 
manpower? Although “automation” in support of data science is much 
needed, and may help improve productivity, the “human element” as 
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interface between data and business needs is not likely to be replaced 
by machines any time soon – if ever at all. Who, besides human 
beings, can testify about quality or validity of any given analytical 
approach? This is not “just” a technical question; it’s a governance 
issue.  
 
Compare this with the flash crash on the stock market that occurred 
on 6 May 2010. Was this incident the computer’s (algorithm’s) fault? 
No algorithm decided to insert an arbitrary stub quote (the culprit of 
downward spiraling sales prices in the face of one seemingly “small” 
human error). Programmers “needed” those stub quotes because of 
flawed software design, and they arbitrarily set stubs at $0,01 because 
they would ‘never’ be needed anyway… Well, “never” came sooner 
than expected. Could you leave such decisions to computers? And risk 
another runaway stock selling streak? Or risk a nuclear attack? It was 
a human (Colonel Stanislaw Petrov) who prevented a nuclear war in 
1983 because he decided to “overrule” a Russian automatic retaliation 
system for nuclear attacks. We should feel lucky that system wasn’t 
controlled by machines, but by humans, instead.  
 
Data science serves to support decision-making, and it will (hopefully) 
always be humans that eventually make decisions. 
 


