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Tom’s Ten Data Tips – February 2012  
 
Data Models 
Data model are visual representations of entities (“things” of value to 
the business, tangible and intangible alike) and their inter-relations. 
Modern (SQL*) databases rely heavily on the schema logic embedded 
in a data model. One could say that the data model embodies the 
application logic of IT and BI systems. Since data models can be 
conceived at different levels of abstraction from a High-Level Data 
Model, to a Logical Data Model, to a Physical Data Model, there might 
still be considerable “translation” required for the data model to 
‘transfer’ design choices needed for an implementation specification. 
 
* NoSQL databases usually don’t restrict data coming in (for 
performance reasons), but may apply a schema to the data on the way 
“out” of the repository. 
 
 
1. What Is Core Process For One, May Be “Merely” Support For 
Another 
Core (or primary) processes create immediate value, support (or 
secondary) processes are required to make core processes run 
efficiently and effectively. For an airline, flying is primary, making 
reservations or safety procedures are secondary. For a data modeler 
conceiving a model is his primary process. However, even for an ETL 
programmer, and most other data warehouse (DWH) team members 
(save, maybe, the architect), it’s a secondary process. Business users 
will tend to be even less directly connected. Yet their involvement and 
buy-in are essential for a good modeling result. 
 
Much of the frustration in getting end users and business sponsors 
involved in modeling occurs because of these widely different 
perspectives. Your needs may not align, and it might be a challenge 
demonstrating to business users why their involvement is so important 
and valuable. But how else can you get them engaged and motivated 
to go through the process of designing and revising your data models? 
  
 
 
 
 

“turning data into dollars” 
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2. Good Data Models Are The Result (Outcome) Of 
Collaboration 
Data models are notoriously difficult to create because they involve 
finding that “sweet spot” where local optimization is weighed against 
the best solution for the organization at large. What makes finding this 
compromise so tricky is that you need to be aware of development and 
maintenance costs across departmental boundaries. When was the last 
time you sat in a meeting where participants were knowingly and 
willingly focusing on needs of those not present in the meeting room? 
On top of that, you need to balance the need to deliver a working 
solution fast, and at the same time choose one that doesn’t prove 
difficult and expensive to maintain, and impervious to change. This 
means taking multiple stakeholders’ needs into account, including 
those that aren’t present in the modeling workshop. 
 
Once “a” (never “the”!) model has been developed, it’s imperative that 
you share this in a wider context, and avoid growing too attached to it 
at an early stage. This is hard, especially when so much time and 
effort was spent developing it. Its not just about capturing 
requirements, it’s about the way they are implemented, too! As such, 
the data modeler serves as a sort of “mediator” between business 
requirements and the way an application will be developed 
(implemented). Quite often, (unforeseen) design issues arise during 
implementation that might call for a reconsideration (not necessarily 
change!) of the model. 
 
 
3. Data Models Should Be Jointly Owned By Business 
Stakeholders And Data Modelers 
A data model is something “alive”, much like the system or database it 
represents. This implies maintenance. It means you need to review it 
from time to time, to see if a series of (small) changes that have 
transpired might call for a more “global” overhaul of (parts of) the 
data model. To keep the model “alive”, and to underscore its place in 
between business stakeholders and IT, data modelers might need to 
“compromise” with regards to representation. In order to make the 
fruits of modeling labor more visible and understandable to business 
partners, you might try adding color and/or (superfluous) 
diagramming objects (“frills”) to underscore it belongs to the business 
yet gets tended to by IT. 
 
DBA’s might be the main “caretakers” of the model, and be key 
stewards. But as soon as they consider the data model ‘their’ baby, a 
key value (collaboration, see also tip# 2) goes out the window. The 
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High Level Data Model may seem most pertinent to business partners, 
and a Physical Model may seem mostly the realm of a DBA or 
performance expert. The Logical model sits somewhere in between 
there. Regardless, all three are jointly owned. Models and their 
underlying meta data are corporate assets that are managed by a 
partnership of IT and business stakeholders. 
 
 
4. High-Level Data Models Facilitate Common Terminology And 
Definitions 
Some (many?) professional data modelers question the value of High-
Level (or sometimes also called “Conceptual”) Data Models (HDM). 
Because the HDM does little to facilitate technical, hands-on 
implementation, it might appear “just” another artifact that requires 
maintenance and creates additional overhead.  
 
However, the HDM performs a pivotal role to “connect” non-technical 
business stakeholders to the design challenges that data modelers aim 
to address in conjunction with application developers during 
implementation. Therefore the HDM needs to stripped of as much 
technicalities as possible, so that it can effectively serve as a 
communication vehicle that helps to keep everybody stay on the same 
page with regards to concepts involved (so-called “business entities”), 
and their precise definitions. 
 
 
5. Meta Data Bingo Rocks 
Meta data are crucial to build robust and valid data models. One of the 
problems with meta data is that this seems to mean something 
different to every person. In order to reconcile these different 
interpretations and usages of meta data, Steve Hoberman (2002) 
designed a “game” he calls meta data bingo. The way it works is that 
all stakeholders get to rate and rank the different kinds of meta data 
like name (-convention), definition, business purpose, derivation, 
ownership, sample values, etc. with regards to importance. After that, 
the scores from all stakeholders in the project are aggregated. This 
way, the choice for which meta data elements are going to be 
captured is based on consensus. Also, the outcome of the meta data 
bingo game gets distributed among all, so that everybody knows what 
will be captured (and what not) so that they can plea for an appeal.  
 
Not only is it great fun to “play” meta data bingo, it also helps surface 
assumptions, it gets stakeholders on the same page, and leverages 
group dynamics to move the project forward. In particular for a topic 
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like “meta data” (which might not appear high on everybody’s 
agenda…) it is quite important to raise awareness, and make 
transparent what the (sometimes implicit) choices of the collective of 
stakeholders are. 
 
 
6. Abstraction Adds Flexibility (But Might Burden 
Implementation) 
A data model can be designed with more or less abstraction “built” into 
it. One of the most well-known abstraction elements is Party. This 
shows that data modelers don’t go out too often, because for data 
modelers this refers to people, households or businesses, and has 
nothing to do with late night amusement (although the organizer and 
visitors are at least two different instances of “Party” at a party). 
Abstraction can be very powerful because it adds flexibility to your 
models, which might enable you to incorporate new roles in the future 
without having to change the existing model.  
 
The price you generally pay for more abstraction in your data model 
comes in the form of more intricate and complicated application logic. 
Every layer of abstraction in a data model means you have (at least) 
one more parameter to specify. If there are guests and hosts at a 
party, you have “Party” value=guest, and “Party” value=host that you 
will need to embed in the application somewhere. The advantage is 
that a third, maybe unforeseen “supplier” role, could be added without 
any need to change the data model.  
 
 
7. Reference Models Should Be Used For Reference (Only) 
There is recurring debate in the data modeling community about the 
use(fullness) of so-called “Reference Models” (or Reference Data 
Models, RDM). Sometimes they’re called ILM’s for “Industry Logical 
Models.” One particularly poignant question is whether they actually 
shorten delivery times for (data warehouse) projects. This is a 
controversial question.  
 
Because of the high level of abstraction required in RDM’s to make 
them fit “all” customers in an industry, they aren’t all that easy to read 
and understand. After that, you need to “align” them to the particular 
site (customer) where they are being implemented. Business 
intelligence is a support function, so it doesn’t seem to make sense to 
adjust an existing business process in order to line up with a 
preconceived (purchased) model. A reference model is likely to need 
considerable customization. 
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As a “reference”, something to turn to on the side for comparison, 
they might be useful. Some would argue that therefore RDM’s don’t 
speed up the process, but instead lead to “future proof” data models. 
Therefore, they would lead to more robust solutions. But then, that 
same function is served by a plethora of books in this area as well, like 
Silverston (2001 & 2009), Imhoff et al (2003), Hay (1996), or Kimball 
& Ross (2002), and several others. And all of this reasoning hasn’t 
even taken the (hefty) fees into account that most mega-vendors 
charge for their reference models… 
 
 
8. Normalize “All The Way” Before You Settle On A 
Denormalized Solution 
There is great debate, also in the business intelligence and data 
warehousing community, about the need and value of normalization. 
For the purpose of a deep(er) understanding of the “true” data model 
(“insight”), and sometimes for more efficient storage, it can make a lot 
of sense to normalize, and maybe even normalize all the way up to 5th 
or 6th normal form. For Anchor modeling, a state-of-the-art data 
warehouse modeling approach, this indeed is the default. 
 
The only reason to denormalize is to choose an “optimal” physical data 
model (PDM), typically for performance reasons. When you “settle” on 
a denormalized model before you’re completely ‘done’ beyond BCNF 
you run the risk of choosing your PDM poorly, which can result in 
costly redesign or trouble extracting valid reports. A two-tiered BI 
architecture with a normalized hub and denormalized (or virtual) data 
marts (dimensional) seems to be gaining wider acceptance. 
 
 
9. Conforming Dimensions Involves Technical And Political 
Challenges 
Ralph Kimball’s original idea was to design data marts based on 
subject-oriented perspectives, and then align, or ‘connect’ these across 
the enterprise via so-called “conformed dimensions.” Together, these 
data marts would constitute “the” enterprise data warehouse (EDW) 
that could grow incrementally. In theory this sounds plausible and 
practical. However, few organizations have truly uniform business keys 
that are used consistently throughout the business. Master Data 
Management projects that are often launched to enforce such 
consistency have this nasty habit of never getting finished. So what 
we’re “stuck” with at present is trying to consolidate data from 
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disconnected business units (silos) that invariably show (slight) 
discrepancies. 
 
When the BI team gets assigned the target to create “a single version 
of the truth”, they are bound to stumble onto these differences. As 
they attempt to raise these conflicts in the data, they are often told to 
resolve the issues themselves, and just “make it so.” The team will 
find themselves between stakeholders with (slightly) different 
definitions, and with possibly only modest interest in the BI team’s 
objectives. Not an enviable place to be. BI doesn’t own the data, they 
are “merely” caretakers. The BI team typically has limited or no means 
to resolve these differences, as they require business alignment.  
 
 
10. Models ‘Live’ And Evolve: Embrace Change 
Data models cannot always be designed and locked down before 
(software, application) development begins. Sometimes development 
needs to start before you’ve arrived at your “final” model. Otherwise, 
applications will need to change after deployment of the solution, and 
the development cycle would only get prolonged. Acknowledge this 
need for change by adding details to the model as late as possible, by 
the time they’re needed (and no sooner). 
 
Another way to prepare yourself for change is to keep technical debt 
within the model in check. It’s the number one cost driver that slows 
down future change, and makes it costly and cumbersome to allow the 
model to evolve. Like any debt, you need to pay it back. The sooner 
you do this, the cheaper it is. Furthermore, by automating tests that 
validate integrity, schema constraints, data structures (and 
coherence), and data content, you will feel more confident that your 
updated model hasn’t “broken” any of your applications (e.g.: 
reporting, etc.). 
 


