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It is often said that Excel is the most commonly used analytics tool, and that is hard to argue 
with: it has a Billion users worldwide. Although not everybody thinks of Excel as a Data Science 
tool, it certainly is often used for “data discovery”, and can be used for many other tasks, too.  
 
There are two “old school” tools, SPSS and SAS, that were founded in 1968 and 1976 
respectively. These products have been the hallmark of statistics. Both had early offerings of 
data mining suites (Clementine, now called IBM SPSS Modeler, and SAS Enterprise Miner) and 
both are still used widely in Data Science, today. They have evolved from a command line only 
interface, to more user-friendly graphic user interfaces. What they also share in common is that 
in the core SPSS and SAS are really COBOL dialects and are therefore characterized by row-
based processing. That doesn’t make them inherently good or bad, but it is principally different 
from set-based operations that many other tools offer nowadays.  
 
Similar in functionality to the traditional leaders SAS and SPSS have been JMP and Statistica. 
Both remarkably user-friendly tools with broad data mining and machine learning capabilities. 
JMP is, and always has been, a fully owned daughter company of SAS, and only came to the fore 
when hardware became more powerful. Its initial “handicap” of storing all data in RAM was 
once a severe limitation, but since computers now have large enough internal memory for most 
data sets, its computational power and intuitive GUI hold their own. Similarly, Statistica is also a 
very user-friendly tool, and the part I have always appreciated so much is their excellent 
documentation to help users select the appropriate statistical technique for the problem at 
hand. Neither of these two, however, JMP nor Statistica, seem to have reached a significant 
critical mass to become a genuine force in the marketplace.  
 
For data scientists with a mathematical background, some of the tools that explicitly leverage 
matrix algebra might be their tool of choice, like: Gauss, Matlab, or the “old school” 
mathematical language S (or S-Plus) that has been around for a long time (90’s). Another 
mathematical language is STATA which is particularly renowned for its advanced handling of 
time series and panel data (analysis across cohorts). 
 
For Data Scientists, the most prominent “new school” programs are probably R and Python. 
Both were conceived around 1990, and saw early important releases around 2000. Whereas R 
has a predominantly statistical background, Python began life more as a scripting language. As 
they evolved, functionality beyond statistics (data processing, visualization, etc.) was added to 
R; Python has become a tool of choice in many data intensive settings (“Big Data” applications), 
and has seen a host of statistical and data preparation functions added. It is fair to say that as a 
result of this evolution the gap, or difference in focus, between Python and R has narrowed 
considerably.  
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Python has been enriched with several useful libraries for data scientists. For data preparation, 
Pandas often is the tool of choice, but it also has various analytical options. NumPy enables fast 
and efficient numerical operations (Theano serves more or less the same purpose). ScyPy is 
similar, albeit more geared towards linear programming and matrix algebra. Scikit-learn is a 
general purpose Machine Learning library, that supports many of the common algorithms like 
classification, clustering or regression, whereas PyBrain focuses specifically on Neural 
Networks. There are many other useful libraries, like Statsmodels for multi-variate statistics, or 
Matplotlib for visualization. This list is by no means meant to be comprehensive. The power of 
open source communities is very clear here, and new applications, papers, and further 
development of libraries, are likely to make Python an even more effective data science tool 
going forward.  
 
R was devised as a statistical programming language that was an evolution of S. As usage and 
functionality grew, more and more data manipulation and data preparation features became 
available. So you could say that R entered the data science world from the opposite end, 
compared to Python. Some useful libraries, or packages, are sqldf to leverage SQL access, or 
plyr for data manipulation. There are connectors to several databases like PostgreSQL 
(RPostgreSQL), MySQL (RMySQL), MongoDB (RMongo), ODBC (RODBC), and more. Apart from 
the statistical functionality that started R, in particular the visualization features are where R 
shines, like with ggplot.  
 
In the Big Data and Hadoop space, several new solutions have seen the light. Most of these are 
still (heavily) in development, any description like this is subject to being outdated very quickly. 
In the same vein as data mining suites like IBM SPSS Modeler and SAS Enterprise Miner 
redefined the tool landscape, the Hadoop eco system has seen the rise of some so-called 
notebooks. These are integrated solutions in support of data science and machine learning. 
Apache is working on Zeppelin, Jupyter is quite powerful, and H2O another alternative in this 
space. Predicting how any or all of these tools will evolve is tricky, but the desirability of an 
integrated workspace is obvious. Also, these tools tout themselves with features that facilitate 
collaboration, which indeed can contribute (greatly) to productivity. Sometimes Julia is 
presented in this space, too, although personally I perceive it more as an alternative to R, Scala 
and Python: it’s a next generation programming language, still in its early stages of 
development. The use case for Scala lies mostly with very large data sets. It is very effective at 
leveraging MPP architectures.  
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