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  Abstract 
 As the volume and diversity of digitally stored data keeps growing, 
the importance for the business to create a holisti c picture of the 
customer conti nues to grow. In this paper, we discuss the possibiliti es 
available to researchers with four diff erent streams of data. First, we 
discuss data fusion, merging of proprietary databases with market 
research data, which enables appending atti  tudinal data to customer 
behaviour. Secondly, best practi ces in direct marketi ng leverage 
analysis of customer response patt erns to provide the right off er to 
the right customer at the right moment. Thirdly, analysing internet 
usage data allows many opportuniti es for small-scale, agile marketi ng 
pilots. And fi nally, social media are discussed, one of the newer 
opportuniti es to collect data about customer senti ments that relies 
heavily on text mining analyti cs.  
   Journal of Direct, Data and Digital Marketing Practice  (2011)  13,  95 – 105. 
 doi: 10.1057/dddmp.2011.32    

       
 Introducti on 
 We are living in an ever-more  ‘ digitized ’  society: just about every 
possible step we take gets recorded in some electronic format. This 
provides a tremendously rich trail of data, mapping out our existence in 
great detail. For the fi rst time in history, more data  about us  are being 
recorded than we produce  ourselves .  1     

 Companies employ multiple channels to market to and stay in touch 
with their customers. To get a holistic view on their customers, businesses 
need to paint a picture across  all  touch points. Market research and direct 
marketing have been around for a while. And every company has a 
website these days that provides a rich source of information that may or 
may not have been fully leveraged, yet. After social media really took off, 
many companies are now seizing that opportunity to stay in touch with 
their customers through that channel as well. 

 The onus is on data management professionals to compile a 360 °  
view on customer behaviour, and set their research agendas 
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accordingly. How else can you arrive at a comprehensive assessment of 
the impact marketing has on your customers? In this paper, we will 
address the following questions:   

 How can you fuse market research with (proprietary) databases so as 
to capture all value contained in surveys? 
 What are the best practices to capitalize on wisdom contained in the 
contact history of your direct marketing campaigns? 
 How can you extract value from internet usage data? 
 What do social media have to offer for our research agenda? And how 
do we extract meaning from it?   

 The amalgam of data across all these channels provides many 
opportunities for cross-fertilization. By blending different types of 
research data, our information becomes more useful. But at least as 
important, it allows us to provide a vivid context for  ‘ plain ’  numbers 
so that they can speak for themselves. For example, when you append 
sentiments that were extracted from social media research to 
clickstream data that describe website visitor behaviour, the whole 
becomes more than the sum of parts. 

 In this paper, we describe benefi ts from capturing the full extent of 
interactions with your customers, to avoid missing out on potentially 
valuable information. Given the strategic importance that is attributed 
to data assets, it is important to follow contemporary developments and 
trends. Davenport and Harris  2   have sparked a wave of interest in 
business analytics. Others like Redman,  3   Taylor and Raden,  4   and 
Ayres  5   have expanded on this view. 

 Besides market research and database analysis, we are fi nding new 
ways to leverage dialogues with our clients on the web. Internet is the 
ultimate pilot market playground once you know how to gather and use 
these data. Social media provide another new avenue to explore, with 
valuable and timely information. 

 New sources of data will always emerge. The present day challenge is 
to integrate new channels in some effi cient way. This should enable 
businesses to extract economic value from these data. Just because data 
are available does not necessarily make them useful. And even  if  data are 
useful, storing and managing them still needs to make economic sense.   

 Fusing market research with proprietary databases 
 Most companies have access to databases (or a data warehouse) with 
customer data. It may contain client characteristics, and quite likely a 
recording of product ownership and / or usage. Valuable as these data are, 
the picture is still incomplete. One thing that is missing from the 
equation is how customers  feel  about your business. This can be quality 
perception, satisfaction with your service, likelihood to recommend, etc. 

 Market research comes in a variety of fl avours. It can be aimed at 
scanning the market as a whole through studies that explore not only 
captive customers, but also non-customers, which therefore makes it 
more representative of the market as a whole. In the context of data 
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fusion, the objective of market research is usually to combine 
behavioural database fi ndings with attitudinal data. The latter are 
sometimes referred to as  ‘ soft ’  data.   

 Because these  ‘ soft ’  customer measures have a signifi cant role to 
play, many companies have installed dedicated market research teams. 
Market researchers and database practitioners tend to be a very 
different breed. But obviously, there is value if you can somehow bring 
these data sources together. 

 In particular, when market research or lifestyle data can be tied 
down all the way to transactional behaviour, this link becomes very 
valuable. By merging customer attitudes or sentiments to a description 
of behaviour (eg transactional data), you prove a richer context for 
research data. This begs the question:  how  can we combine results 
from internal database systems with external market research? 

 One can distinguish between two kinds of data fusion. Either the 
relation between market research data and database entities is associative 
or deterministic. Associative data fusion is when a statistical model 
provides a chance connection between records coming from two different 
sources. Therefore, the relation is based on a high (but not 100 per cent) 
probability that two records belong to the same individual. In the latter 
case (deterministic fusion), a one-on-one match is possible using unique 
identifi ers that are available in both the market research and customer 
data set. This has been called the exact matching problem.  6   

 Different terms have been used for data fusion, like: micro data set 
merging, statistical record linkage, multi-source imputation or 
ascription. In data fusion, the matched subset of database records that 
are connected to market research is referred to as  ‘ workbench data ’ . 
And in both associative and deterministic fusion, the matching process 
needs to preserve privacy of research participants, as well as 
confi dentiality of the database source.   

 Privacy protection is of paramount importance. Customers place 
their trust in companies when they volunteer sensitive information. 
Companies put their reputation on the line when conducting such 
research. The outcome should lead to an overall better customer 
experience, and should steer shy from exploiting short-term sales 
opportunities that violate the customer ’ s trust. 

 Associative data fusion has been developed to enable an assumption-
based overlay of, for instance, market research and database contents. 
But the same process can also be applied to lifestyle data, or more 
generically any kind of data enrichment. Since there is no match 
possible at the individual level, overlaying is based on the so-called 
linking of common variables in donor records. Fuzzy matching is most 
often performed using k-nearest neighbour techniques, where the 
objective is to fi nd records that are closest in geometric hyperspace. 
These geometric  ‘ neighbours ’  are then deemed a match. 

 The full details of how these algorithms work goes beyond the scope 
of this paper. The interested reader is referred to van der Putten  7   for an 
in-depth treatment of this topic. The fundamental principal underlying 
all of these data fusion algorithms is that there needs to be a set of 
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 ‘ overlapping ’  (common) variables that are known for your database 
customers, and which have been gathered from your market research 
sample. Examples could be fi elds like age, gender, which products 
customers hold, etc. 

 These so-called  ‘ matching fi elds ’  are subsequently used for 
extrapolation of the full richness of market research data onto the rest 
of the customer base. On the basis of the linked workbench data, one 
can determine the most predictive variables in relation to market 
research or lifestyle characteristics. 

 Analysis of the workbench data set will converge to an optimal 
choice of model(s). After (optimal) models have been established, you 
can now deploy these models on the entire customer database. The 
assessment of what constitutes the  ‘ optimal ’  model for data set 
matching depends on the algorithm used. 

 Often, data fusion algorithms are distance-based, comparable to 
K-means clustering.  8   Then, your optimal model will be the one that 
minimizes distances, after taking into account certain variables 
(so-called cell variables) on which a match is mandatory. An example 
of a cell variable might be gender. This is typically done to avoid 
predicting something nonsensical like percentage of pregnant males. 
Overviews of the data fusion literature have been provided, among 
others, by Radner  et al. ,  6   van Pelt,  9   Raessler  10   and D ’ Orazio  et al.   11   

 This allows inference of most likely market research segments or 
lifestyle clusters. Now you can infer  ‘ soft characteristics ’  with some 
statistical likelihood, even though these customers have not been 
involved in the market research. 

 One of the unique possibilities data fusion offers is to infer market 
characteristics like Share-of-Wallet (S-o-W) for the entire customer 
database. Predictive models that link database attributes (like 
transactional behaviour) to market research data provide powerful 
insights into drivers of  ‘ soft ’  measures like satisfaction, attitude, or 
S-o-W. This will help the business identify observable indicators for 
latent or intangible key success factors (like brand advocacy, etc). 

 Applications that have benefi ted from this approach are diverse. In 
the UK, a number of years ago a well-known fi nancial segmentation 
project was undertaken on the basis of NOP ’ s Financial Research 
Survey data. Using data fusion with exact matching, FRuitS, a 
customer segmentation was devised.  12   One of the unique benefi ts of 
this FRuitS segmentation is that it is based on individual characteristics 
rather than neighbourhood (ZIP-code) profi les. This FRuitS scheme 
classifi es inhabitants of the UK as either Plums, Pears, Lemons, etc, 
where each cluster has been appointed a descriptive name, relative to 
their fi nancial position and family characteristics. Later successful 
projects include the BARB / TGI data fusion, which merged media and 
product usage,  13   and Touchpoints / IPA.  14     

 Best practi ces in direct marketi ng 
 Roughly in the 1990s, direct marketing came to the fore.  15   It had been 
 ‘ invented ’  before the term  ‘ direct marketing ’  was coined in 1967 by 



 Data analysis across various media 

99© 2011 MACMILLAN PUBLISHERS LTD.  1746-0166 VOL.13 NO.2 PP 95–105.   Journal of Direct, Data and Digital Marketi ng Practi ce

Lester Wunderman, but it was not until computers enabled wholesale 
capture and storage of large volumes of customer profi les that this 
discipline reached the mainstream of business practice    . 

 Direct marketing ’ s claim to fame is that it is the only way to provide 
measurable, accountable advertising. Initially, this favoured direct mail, 
but with the rise of the internet (and email) even cheaper cost-per-contact 
opportunities became available. For a (short) while, this seemed marketer ’ s 
Walhalla, until response rates dropped signifi cantly. Nevertheless, direct 
marketing is here to stay, and for very good reasons.  16     

 One of the reasons why direct marketing has remained so popular is 
because it enables exact measurement of the return on investment for 
your marketing campaigns. By employing sophisticated testing designs,  17   
you can progressively fi ne-tune your efforts to maximize yield. 

 Testing is an integral part of direct marketing, often referred to as 
 ‘ closing the loop ’ . When properly designed, each campaign will 
enhance your learning about the market, and how to best communicate 
your offering. By feeding this learning back into the organization, this 
becomes an ever more powerful, adaptive mode of interacting with 
your customers. 

 The term dialogue marketing has followed concepts permission 
marketing  18   and one-to-one marketing,  19   describing constant  ‘ offer-
response-adjusted offer ’  cycles. Best-in-class companies use dialogue 
marketing to improve ROI by mass-customizing individual messages to 
leverage their marketing budget. 

 A central tenet behind Customer Relationship Marketing was to 
record interactions with your customers, and subsequently  show  them 
you remembered their preferences.  20   This elegantly fi ts in with 
principles of direct marketing, and with researchers ’  needs to gather 
intelligence about customers in the course of executing a (direct) 
contact strategy.   

 The overarching philosophy is to treat every campaign as an 
opportunity to learn. The majority of commercial activities can indeed 
be leveraged as  ‘ live ’  tests of customers ’  preferences and willingness to 
buy. Direct marketing was initially  ‘ invented ’  as a means to 
economically reach very large numbers of customers. 

 Researchers can get highly relevant business information out of this 
process that gives up-to-date information on a company ’ s leverage on 
the market. Conversely, when it comes to designing direct marketing 
test grids, and determining group size using statistical power analysis,  21   
researchers can play an important advisory role. 

 For most business people, the relationship between statistics of direct 
marketing tests and commercial objectives is either not so obvious or 
buried in a long-forgotten mathematics class. These applied statistics 
play a pivotal role in rational trade-offs between short-term sales per 
campaign, and medium-term budget-level optimization of marketing ROI.   

 Extracti ng value from internet usage data 
 The internet offers many opportunities to leverage customer data. 
Although major strides have been made, it still feels like we have only 
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scratched the surface. Analysis of clickstream data (recordings of web 
users ’  activity) is of recent origin, yet already a commercial 
marketplace for these data has been established when internet service 
providers provide aggregations of so-called server logs to data resellers. 
Needless to say, this has caused some privacy concerns: internet 
loggings provide a detailed trace of one ’ s surf activity. 

 When you plot a maturity curve that businesses typically follow, 
there seems to be a dominant succession of stages that companies go 
through. This runs from plain vanilla  ‘ hits ’  or  ‘ clicks ’  reporting, to 
usage of more advanced (multi-variate) statistics, to web visitor life 
cycle modelling, and eventually leveraging  ‘ live ’  experimental results.   

 Clickstream analysis has so far been mostly employed in the 
e-business world. But there is no reason to limit its application there. 
The internet has proven to be the greatest experimental  ‘ playground ’  for 
businesses to test their products.  22   You can set up  ‘ live ’  experiments 
in real-time, exposing your customers to many product or advertising 
variations, getting immediate and highly valid responses. When 
customers respond to offers that are put in front of them in real-time, 
spending their own money, this constitutes the most compelling 
evidence of their preferences. Customers vote with their feet anyway. 
Why not  ‘ help ’  them do so, and on the back of this gather live data on 
their preferences? 

 Setting up a marketing pilot in the bricks and mortar world can be 
quite a challenge. On the web, this is considerably easier. What it calls 
for is a professional content management system, skilled marketing 
resources, IT and analytics staff. Manipulating experimental control in 
 ‘ the real world ’  poses many challenges. On the web, it consists of no 
more than serving up slightly different pages to different website 
visitors after the necessary methodology and IT have been put in place. 

 As an example, advertising research (in particular ad tracking and 
brand awareness) is rather expensive when conducted in a  ‘ traditional ’  
manner. Clickstream analysis has turned this (previously lucrative) 
market upside down. Panels of internet research subjects provide much 
larger samples than previously available. Nonetheless, one always 
needs to remain critical of the risk of inherent sampling bias with 
internet panels, respondent bias, and response completeness and 
quality. But given the substantially larger samples possible with 
internet panels, you can have elaborate statistical designs tested at 
economic rates. 

 Moreover, by rotating ad concepts or art concepts, the audience ’ s 
response can be measured  —  rapidly! Instead of  ‘ guessing ’  what kind 
of creatives appeal to your audience, why not show them side-by-side 
to successive website visitors? By monitoring clickthrough rates, you 
get an excellent idea about audience preferences. 

 Whereas  ‘ traditional ’  market research relies on statistical tests with 
often marginal differences between groups, testing on the web for 
corporate websites with signifi cant traffi c quickly leads to (very) large 
samples that mostly obviate the need for any statistics at all. If you fi nd 
any differences, they will by highly signifi cant due to the large sample 
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sizes. For websites that do not draw a lot of traffi c, the test will need 
to run a bit longer, in order to draw suffi cient test subjects, as dictated 
by statistical power needs.  21   

 One way to enrich clickthrough rates is to add short pop-up 
questionnaires. This can provide some additional context to customer 
behaviour. Clickthrough rates of course only describe surfi ng 
behaviour. Generally, we want  ‘ sticky ’  sites, meaning that customers 
stay for as long as possible, and visit as many pages as possible. A 
longer stay is associated with higher purchasing rates. 

 By analysing typical sequential patterns in page visits, and combining 
this with contextual questionnaire results, marketers can manipulate 
content to appeal to segments they are persuading to buy, because of 
course only the eventual  purchasing  behaviour will generate ROI. 

 When  ‘ live ’  tests on the website lead to inconclusive results, you may 
switch to qualitative research as needed. One of the biggest gains there is 
that subsequent focus group research is strictly targeted at specifi c 
questions, and only gets applied where it is really needed. Such a set-up 
provides optimal synergy between quantitative and qualitative research.   

 Social media and research 
 In the midst of our contemporary data deluge, we are witnessing a 
social media revolution. Twitter, Facebook, LinkedIn, weblogs, text 
messaging, wikis, all engage a lot of consumers. Many of these 
companies are only a few years old, yet already have market 
capitalizations in the billions now. 

 Adoption has been fast. Twitter was launched in 2006, had hardly 
any users until 2009, and since then has seen a steady rise in its user 
base expecting 200 million users this year. Facebook is expected to hit 
one billion users in 2011. LinkedIn is preparing an IPO. 

 From a business perspective, this growth provides tremendous 
opportunities to reach potential buyers. The nature of social networks 
provides fertile ground for viral marketing. When consumers who have 
no apparent vested interest rave about your product or service, this can 
provide an enormous boost to your sales. Conversely, a  ‘ hate ’  
campaign can ruin your business very quickly.   

 Analysing social media relies heavily on text mining technology. 
This is necessary to qualify text fragments. There has been a divide in 
this science, roughly, between two schools of thought. There are 
natural language processing (NLP) methods, which analyse the 
structure and content of words.  23   These methods analyse grammar, and 
treat words as they occur in structural relation to each other. And on 
the other end of the spectrum you have brute force  ‘ number crunchers ’  
that treat texts (almost) like a random  ‘ bag of words ’ .  24   

 For problems where it is important to retrieve all relevant entries 
(high recall), NLP methods are (still) superior. So if you want to be 
sure that you get (almost) all entries for a particular query, this is your 
preferred approach. This might apply, for example, when a 
pharmaceutical researcher wants to investigate existing patents to 
ensure that she has truly discovered a new compound. 
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 Another example might be an attorney preparing a lawsuit. In order 
to familiarize herself with  all  the rulings of judges in past cases, she 
will need to be sure that no relevant jurisdiction escapes her attention. 
She will take for granted that she might need to sift through some 
irrelevant cases. 

 The internet, on the other hand, is mostly a big numbers game, 
where often high precision is more important than high recall. When 
you perform a web search using Google, most users fi nd it important to 
get  only  relevant hits on the fi rst page. The fact that you might not be 
seeing a particularly relevant search result that is  ‘ buried ’  in one of the 
later search results is less of a concern. For these kinds of applications 
(precision over recall),  ‘ number crunching ’  approaches to text mining 
seem to have gained the upper hand. This difference is caused partly 
because NLP approaches tend to be more labour intensive, and partly 
because computing power has gotten so cheap. 

 Most commercial social media text mining applications need to be 
built on a (very) limited budget. In addition, business constraints tend 
to favour precision over recall. Therefore, the balance of business 
applications is based predominantly on  ‘ brute force ’  text mining 
solutions, with an emphasis on fl exible reporting capabilities and a 
versatile mining interface.   

 Mathematically, you can compare the structure of social media data 
with a network that is made up of nodes and links: the persons are 
nodes, and connections between people are links. Sometimes, the nodes 
are called vertices, and the connections between them are referred to as 
edges. Together, they form what mathematicians call a  ‘ graph ’ . 

 This approach to analysing social media data opens up a vast 
territory of relatively new but well-established science. Euler fi rst 
started publishing about this in the early 18th century (he published 
on the seven bridges of K ö nigsberg  25  ), and has spurred many 
innovations since. You look at the network without regard to the 
distances between nodes. The term Graph theory was not introduced 
until the late 19th century. For social networks, Graph theory is 
particularly well suited. 

 So what is a relatively  ‘ new ’  science for mathematics already 
provides a rich source of knowledge and algorithms since its inception 
in modern mathematics. Have you ever wondered how LinkedIn can 
 ‘ guess ’  which people you might know? Or why Facebook can 
recommend certain friends you are likely to know? These graph 
algorithms provide the answer. 

 The way this works is by looking at the distance between two nodes 
(people, typically), and then applying multiple functions to calculate 
the separation between them. If two people are connected by one 
mutual friend, there is less of an association compared to another pair 
that has two mutual friends between them, etc. 

 The early success of Google ’ s search engine was based largely on 
graphs. Sergej Brin and Larry Page  26   reasoned that if a website has 
many links pointing to it, it probably means this is a more relevant site 
to present in     relation to your search query. Despite many innovations 

 The structure of social 
media can be likened to 
mathemati cal graphs 

 The structure of social 
media can be likened to 
mathemati cal graphs 



 Data analysis across various media 

103© 2011 MACMILLAN PUBLISHERS LTD.  1746-0166 VOL.13 NO.2 PP 95–105.   Journal of Direct, Data and Digital Marketi ng Practi ce

to Google technology since their initial Stanford publications, this was, 
and still is, a cornerstone in their algorithms. 

 Data warehousing is maturing, which has made new avenues of data 
storage viable. By employing iterative development methods (Agile BI) 
that are appropriate for the risks and uncertainties involved in building 
data warehouses, project risks are mitigated. An early and steady fl ow 
of user functionality in predictable cycles helps the organization steer 
development to maximize value to the business. 

 Social media are an example of  ‘ alternative ’  data sources that are 
fi nding their way into the data warehouse. To this end, we need to 
employ text mining so that we do not just read texts but also can 
fathom associated customer sentiments, and monitor audience 
response(s). 

 Text mining relies on a taxonomy of topics that is tied to a thesaurus 
with relevant words and their connections within each domain. 
Developing a state-of-the-art domain specifi c taxonomy and thesaurus 
(still) requires a large amount of manual work, and hence is usually too 
costly for  ‘ mainstream ’  commercial purposes. 

 Using artifi cial intelligence, one can mimic this process by  ‘ feeding ’  
a text mining tool semi-structured texts like books that contain a table 
of contents. Of course these needs to be  relevant  books for the domain 
at hand    ! Kiddo speak or slang is usually not available in useful formats 
for text mining purposes, which makes it so hard to create a useful 
taxonomy and thesaurus for such domains. 

 Some unique challenges for text mining of social media content are 
that taxonomies can evolve. And taxonomies for popular slang evolve 
quickly: not only do we fi nd  ‘ new ’  words coming in vogue and 
existing words acquiring new meaning, but the relations between words 
changes rapidly as well. 

 To complicate matters further, this type of  ‘ popular ’  content tends to 
be very, very  ‘ dirty ’ : people do not take the time spell properly, so 
texts are chockfull of typos and severe grammatical errors. In fact, the 
grammatical  ‘ errors ’  themselves sometimes need to be mined as 
content, as potentially meaningful vernacular. For example, not all 
social circles would use a phrase like  ‘ my bad ’ , so depending on the 
context, this may or may not be a signifi cant entry. 

 There have been some compelling studies into predictive powers of 
social media usage. At Pace University,  27   a relation between stock 
price and activity on social media was established. A group at Indiana 
University (led by Bollen) showed that mood as measured on Twitter 
predicted (rather than refl ected!) movement of the Dow Jones.  28   At HP 
Labs, Asur and Huberman  29   demonstrated that Twitter could predict 
box-offi ce performance of new movies. 

 From these studies, we now know that social media  can  effectively 
be used for predicting. But what might be at least as important from a 
business perspective is that tapping into social media provides an ear to 
the ground. The turnaround time between a new advertising campaign 
or a product launch and responses from the marketplace is a matter of 
hours  —  or less.   
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 Conclusion 
 These are exciting times for data analysts. Data warehouse technology 
is maturing, and the cost of storage is rapidly coming down. This has 
made many new data integration projects economically viable that 
previously were technically possible but not (yet) feasible from a 
business standpoint. 

 Web services are continuously expanding, which by itself is creating 
yet more data. This has resulted in exponential growth because of the 
internet, and more specifi cally social media. This explosion of so-called 
 ‘ big data ’  offers huge opportunities along with serious challenges when 
we try to turn all these data into useful information. Traditional tools 
have been geared predominantly to analysing structured data, and not 
so much at the unstructured or semi-structured data we are facing 
today. 

 In this paper, we have identifi ed four major streams of research data 
that have been shown to be worthwhile to pursue. All have a proven 
track record of analytic power. First, we have discussed data fusion, 
which can be used to augment existing data sources, or used to apply 
 ‘ soft ’  measures from market research to proprietary in-house databases. 

 Secondly, we discussed best practices in direct marketing, which has 
been around for a while, and continues to play a strong commercial 
role. The main reason for this is that so many of these activities take 
place under voluntary control of corporations. They can  ‘ design ’  their 
interactions not only with short-term commercial objectives, but also 
with long-term knowledge management in mind. 

 Thirdly, we discussed the usage of clickstream data, another 
relatively new avenue. Since you can collect these data  ‘ for free ’  on 
the back of every web server, this has opened up enormous 
opportunities. Again, by systematically manipulating web content, site 
owners can use the browsing experience as a source of valuable 
learning and data generation. 

 Fourthly, and last, we discussed the rise of social media, and its 
impact on the research landscape. Although new and quirky, already 
some compelling evidence has been gathered regarding the predictive 
powers of these data and their applicability.   

 Researchers play a pivotal role in two distinct ways. They are in the 
driver ’ s seat when it comes to extracting value from all these disparate 
data. And on top of that, they have an important responsibility in 
setting their research agendas, thereby guiding IT investments to 
advance available knowledge on how to capture and integrate these 
vast oceans of potential corporate wisdom.                         
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